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Abstract

Firms can approach innovation in different directions: directions that can ex-
pedite innovation success are often more costly. How do firms choose the direction
of experimentation in an innovation race? This paper develops a multi-arm bandit
model to study the interaction between the direction of experimentation and re-
ward structure. In a winner-takes-all contest where player action choices are public,
players choose the faster but socially inefficient arm, leading to over-investment in
inefficient direction of experimentation. We find that a social planner can restore
full efficiency by setting a dynamic reward structure that gives a relatively small
share of prize for the winner when they are still optimistic and gradually increases
the winner’s share over time as beliefs drop in absence of a success . Finally, while
information disclosure makes no difference in a winner-takes-all contest in a two-
armed model, we find that concealing player action choice in a three-armed bandit
model improves efficiency.

Keywords: Experimentation, Over-investment, Information Disclosure, Prize
Sharing Rules
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1 Introduction

How do firms choose from different methodologies when competing in an innovation
contest? Can we design a contest to induce the efficient direction of experimentation?
This paper develops a model of strategic experimentation with three-armed bandits to
answer these questions.

In the main model, two agents engage in a winner-takes-all contest where agent action
choices are public. At each point in time, the agents can choose from three arms: two
risky arms and one safe arm. The two risky approaches have different innovation speed
and cost; the faster approach incurs a disproportionately high cost and is thus less efficient
than the slower approach. Agents become more pessimistic if there is no success with
the risky arms. Unlike standard models with no choice of direction, public winner-takes-
all contests result in agents choosing the inefficiently fast risky approach when they are
optimistic. The direction of experimentation is inefficient even though the amount of
information learned is efficient. The social planner could increase the winner’s share of
the prize over time—as players become more pessimistic—to induce agents to experiment
in the efficient direction. Although in two-armed models, it makes no difference whether
player action choices are observable or not in the winner-takes-all contest, concealing
the agents’ choices of innovation approaches can partially improve the efficiency in an
extension of the model to three arms.

Prize structure and information disclosure policy are tools considered to restore effi-
ciency. In our model, the size of the total prize is fixed, but the first-place share of the
prize can vary. For example, in patent races, the reward structure depends on patent
policies such as the patentability standard and the strength of intellectual property pro-
tection.1 As for information disclosure, the organizer of innovation contests can choose
whether to reveal the actions of participants or not.

We find that competition can lead to over-investment on fast but inefficiently expen-
sive approach when agents are optimistic. This over-investment is often witnessed in
internal competitions within firms. For example, Tencent, the largest social media com-
pany in China, often assigns multiple teams to work on the same project and only rewards
the winning team, which is essentially a winner-takes-all contest. WeChat, one of its main
products and the most popular cell phone messaging app in China with over 1 billion
monthly active users, was the winner of one such contest in 20102 as the product of one of
three competing teams,3 and it was developed in less than 70 days. In internal contests,
employees choose their innovation approaches as well as their work pace. While internal

1For instance, the Promise Doctrine in Canada, which required the applicants to demonstrate how
the drug will be useful when fully developed as commercial products, has been criticized for discouraging
innovations on account of being too strict and was abolished by the supreme court on June 30, 2017.

2https://www.scmp.com/tech/article/2159831/how-wechat-became-chinas-everyday-mobile-app
3Tencent also uses this type of internal competition in its gaming business, producing several trending

games including Arena of Valor, which brought in the highest revenue among all iOS games in May 2017.
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competition does encourage employees to speed up innovation process, thereby bringing
in more profit, it is also criticized for inducing employees to work overtime inefficiently.
For example, the rule of 996—working from 9am to 9pm six days a week—has become a
pervasive working schedule among tech companies and startups in China,4 most of which
are at an early stage of development and are more likely to innovate compared with the
companies in more traditional industries. With such a long and intensive work sched-
ule, the employees compress their work process to a shorter period, but their marginal
productivity drops to an inefficiently low level when they work over 12 hours a day.

A variety of reward structures are considered to restore the efficiency and our analysis
suggests that the optimal reward structure is closer to a winner-takes-all contest when
agents are more pessimistic. For example, the Orphan Drug Act (ODA) of 1983 encour-
ages firms to develop drugs for rare diseases, otherwise known as orphan drugs. This act
enhances the protection of patent rights, increases the length of market exclusivity of the
orphan drugs, and creates fast-track approvals, which significantly increase the share of
profits for the firm that successfully develops the drug. Before the ODA 1983, less than
10 orphan drugs came to market in the United States due to a thin market and limited
sample sizes for conducting clinical trials. As of 2016, however, the FDA has approved
over 500 orphan drugs since the ODA came into effect.5 The success of the ODA 1983
demonstrates that reward structure can affect the research strategies of competing firms.
Before the ODA, investment on orphan drugs was insufficient since firms were pessimistic
and the patent race was more like an equal sharing contest. By increasing winner prize
shares, the ODA makes the patent race more similar with a winner-takes-all contest to
prevent firms from exiting the contest too early. This result also bolsters the theoreti-
cal argument for an industry-specific patent protection system. For industries in which
firms are pessimistic, the patent office should enhance patent protection to encourage
experimentation and innovation.

Information disclosure policy can also improve efficiency. For instance, the Netflix
Prize is an open contest held by Netflix, an online video streaming service provider, for
which teams try to develop an algorithm that most accurately predicts user film ratings.
While the participants are required to submit their source code as well as a description
of their algorithm and its predictions to the jury to obtain the prize, the jury keeps the
information confidential from other participants as well as the public. Also, in most
countries, patent applicants are required to not disclose details of their work, such as
the data or methodologies, until after the filing process is complete. Keeping information
confidential not only protects innovations from being stolen or imitated, but also improves
efficiency since revealing information may make the competition more intense and lead

4http://www.bbc.com/capital/story/20180508-young-chinese-are-sick-of-working-overtime
5https://theconversation.com/how-pharmaceutical-companies-profit-from-drugs-for-rare-diseases-

65266
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to over-investment. When actions are revealed, the inefficiently expensive arm becomes
more attractive since it has a negative spillover on other agents and makes opponents
more pessimistic more quickly compared with the private information contest.

To allow for different directions of experimentation, we extend the exponential bandit
model in Keller, Rady and Cripps (2005) to a multi-arm bandit model. When the state
is bad, it is impossible to innovate in either of the two risky arms. When the state is
good, the arrival rate of success depends on which arm the agents choose. The approach
allowing a faster pace of innovation also requires disproportionately more investment,
making it the less cost-effective choice.

In the winner-takes-all innovation contest, agents face a trade-off different from that
of the single-agent case. Without competition, a single agent chooses between speed
and cost optimally to maximize the expected payoff. With competition, however, agents
consider not only the benefit and cost of their own actions, but also the interaction
between their choice and that of their opponents. Compared with the single-agent case,
agents in contests have incentive to over-invest by choosing the inefficiently expensive
approach when they are optimistic, rendering the expected cumulative investment to be
higher than in the single-agent case despite the expected amount of information learned
being the same. This over-investment arises due to two effects: the preemption effect and
the discouragement effect. The preemption effect is a negative externality, which induces
agents to inefficiently compress the experimentation process into a shorter timeframe
in an attempt to obtain results ahead of their opponents and claim all of the prize for
themselves. The discouragement effect is a strategic effect imposed on other agents’
beliefs and continuation payoffs when the experimentation yields no success, therefore
investment in the faster but inefficient arm is higher than socially optimal level since
agents want to lower the beliefs and the continuation payoffs of their opponents faster to
make them exit the contest earlier. Since these two effects stem from competition and
do not exist in the single-agent case, there therefore exists inefficiencies in direction of
experimentation in the winner-takes-all contest compared with the single-agent case.

The over-investment observed in the three-armed bandit model does not exist in the
two-armed model. In the two-armed bandit model, agent beliefs matter only for the
exit decision. With the three-armed bandit, beliefs affect not only the exit decision
but also the switching decision between the two risky arms. When agents decide to
stop experimentation, the probability of success is so low that the expected payoff from
winning all of the prize cannot compensate for the cost of experimentation; therefore the
preemption effect does not lead to over-investment. At the stopping point, decreasing
the opponent’s beliefs and continuation payoffs through the discouragement effect does
not bring any benefit to the agents since they have no incentive to experiment, even
in absence of competition. Hence, there is no over-investment in the two-armed bandit
model, where agents only choose when to stop experimentation.
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The efficient direction of experimentation can be achieved with a time-varying prize
sharing rule. When agents are optimistic, the optimal reward structure is closer to an
equal sharing contest, which diminishes the preemption effect since the additional prize
for being the winner is low; therefore, agents do not have incentive to choose the more ex-
pensive arm to expedite experimentation. Over time, if success has not yet been attained,
the winner’s prize share should increase to prevent pessimistic agents from quitting too
early and free riding. This result provides important policy implications about patent
races. For patent races in an industry where firms are more optimistic about innova-
tion, stricter patent requirements and/or narrower breadth of patent protection would
help prevent firms from over-investing in innovation. Conversely, for industries with
lower innovation success rates, the government should consider relaxing patent require-
ments and/or increasing the breadth of patent protection to encourage firms to engage in
experimentation, similar to the aforementioned ODA 1983. An industry-specific patent
protection system would therefore induce more efficient direction of experimentation com-
pared with a uniform one-size-fits-all protection policy.

An alternative tool for improving efficiency is concealing agents’ action choices. When
actions are private, choosing the inefficient arm does not affect other agents’ beliefs;
therefore the discouragement effect disappears and the agents have less incentive to over-
invest. The preemption effect, however, still exists and leads to over-investment when
agents are optimistic.

This result is different with the two-armed bandit model, in which information dis-
closure does not make a difference in the winner-takes-all contest. Agents use the same
stopping strategy in the two-armed bandit model regardless of whether their actions are
observable or not. The reason for the difference is that in the two-armed model, agents
only make choices on when to stop the experimentation, while in our three-armed model,
they also have to choose between different approaches when experimenting. When the
agents decide to stop experimentation, dampening opponents’ beliefs to make them stop
earlier brings no benefit since the belief is so low that it is not worthwhile to experi-
ment, even in absence of competition. Therefore, the discouragement effect plays no role
on the stopping decision and only affects the switching decision between the two risky
arms. Eliminating the discouragement effect by concealing agent actions can improve
efficiency in the three-armed model, but makes no difference in the two-armed model.
This improvement indicates that a social planner can increase total expected payoff by
concealing agent actions when agents have multiple experimentation approaches to choose
from. For instance, in patent races, maintaining the confidentiality of competing firms’ re-
search strategies would be beneficial in preventing firms from over-investing in excessively
expensive experimentation approaches.

The remainder of this paper is organized as follows. Section 2 discusses the related
literature. Section 3 introduces the main model and characterizes the equilibrium for
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a public winner-takes-all contest. Section 4 discusses the optimal contest when prize
sharing rules are allowed to vary over time and establishes the feasibility of achieving the
first-best result. Section 5 studies the role of information disclosure policy in this three-
armed exponential-bandits model and compares the result with the classic two-armed
model. Sections 6 concludes. All proofs are included in the Appendix.

2 Related Literature

There is a large literature on experimentation with multiple players. Bergemann and
Valimaki (2008) surveys the literature on bandit problems. Following Keller, Rady and
Cripps (2005), we model experimentation using exponential bandit. Different from Keller,
Rady and Cripps (2005) and subsequent literature primarily focusing on two-armed ban-
dits, we consider three-armed bandits. While previous literature mainly focuses on the
amount of experimentation with two-armed bandits, the present paper employs three-
armed bandits to also study the direction of experimentation. This third arm makes a
difference since it uncovers the issue of over-investment behavior, and the role of infor-
mation disclosure is different in our model as well. We also find that the direction of
experimentation may be inefficient even when the amount of experimentation is efficient.

Damiano, Li and Suen (2017) and Che and Mierendorff (2016) also study models
with three arms. Their model setups, however, only allow rewards to arrive through the
experimentation arm, with the learning arm being a pure information collecting activity
without direct payoff. The agents can choose to experiment only or to collect information
at the same time, while in our paper, the reward can arrive through both arms, and
the agents cannot choose two risky arms at the same time. Another difference is that
Damiano, Li and Suen (2017) and Che and Mierendorff (2016) focus on the single-agent
problem while our paper studies strategic experimentation with multiple agents.

This paper is related to the literature on innovation contests. Tullock (1980) proposed
a model of competition between multiple rent-seekers, where probabilities of winning
are dependent on their expenditures. In the Tullock game, rent-seeking expenditures
could exceed the size of the prize when players face increasing returns. Corcoran and
Karels (1985), Hillman and Samet (1987), Leininger and Yang (1994) and Baye, Kovenock
and De Vries (1994) extend the basic Tullock model to mixed strategies and dynamic
models. Baye and Hoppe (2003) identifies conditions under which the rent-seeking game
is strategically equivalent with innovation tournaments and patent races. The prize in the
Tullock game is fixed, but Chung (1996), Shaffer (2006) and Schmidt (2008) endogenize
the prize to depend on either total effort or the winner’s effort. In our paper, the size of
the total prize is fixed, but we vary the reward structure. In the models of rent-seeking
games, there is no uncertainty about the state of the world. However, since our paper
allows agents beliefs to evolve as they experiment, the optimal prize sharing rule is thus
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a time-varying reward structure instead of a constant one.
The main difference between our paper and previous literature on the direction of

innovation is that previous papers do not allow agent beliefs to evolve throughout the in-
novation process. The present paper, on the other hand, allows beliefs to drop in absence
of success; consequently, a constant reward structure cannot induce the efficient experi-
mentation and we need a time-varying prize sharing rule to restore efficiency. Dasgupta
and Maskin (1987), Bhattacharya and Mookherjee (1986) and Klette and De Meza (1986)
find that in winner-takes-all contest there is over-investment in excessively risky projects.
Choi and Gerlach (2014) shows that firms tend to over-invest in an easier technology
when the technologies are complements. More recently, Hopenhayn and Squintani (2016)
considers R&D contests with two different lines and shows that firms over-invest in the
hot R&D line with a higher expected rate of return. Chen, Pan and Zhang (2016) find
an inverted-U shape in the risky direction but a U shape in the safe direction for the re-
lationship between R&D intensity and patentability standards. Bryan and Lemus (2017)
claims that directional inefficiency may exist even if the quantity of R&D is optimal. In
our paper, we also observe inefficient experimentation because there is over-investment
in the approach with a higher success arrival rate and a higher expected innovation cost.

In studying the optimal reward structure, our paper contributes to the literature of
contest design. Konrad (2007) provides a survey on the literature of contests and focuses
on contest design, including reward structure, sequencing and others. For information dis-
closure policy, Bonatti and Hörner (2011), and Bimpikis, Drakopoulos and Ehsani (2018)
demonstrate that private information can improve efficiency in group experimentation.
Campbell, Ederer and Spinnewijn (2014) arrives at a similar conclusion in that welfare
increases when information is only privately observable. These papers mainly focus on
group experimentation, with inefficiency stemming from the free-riding, while our paper
mainly considers over-investment in innovation contests. Choi (1991) and Malueg and
Tsutsui (1997) study innovation contests with learning but mainly focus on the winner-
takes-all contest. Barut and Kovenock (1998) and Moldovanu and Sela (2001) consider
contests with multiple prizes, but there is no belief evolvement in their model and the
optimal sharing rule has a fixed structure. Halac, Kartik and Liu (2017) also investigates
contest design and claims that an optimal contest is a mixture of public winner-takes-all
contest and private equal sharing contest. However, their paper employs a two-armed
bandit model so it lacks features of the three-armed bandit model, such as over-investment
in the inefficient direction of experimentation.
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3 The Main Model

3.1 The Set-up

This section presents the main model of a public information winner-takes-all contest
with three-armed bandits.

Time t ∈ [0,+∞) is continuous. There are three arms that agents continuously choose
from: two risky arms aF , aS and one safe arm Q. The state of the world can be either
good (G) or bad (B). If the state is G, success arrives according to a Poisson process
with parameter λi when the agent chooses ai where i ∈ {F, S}. If the state is B, success
never arrives regardless of which arm the agent chooses. Experimenting with risky arm
ai incurs a constant flow cost ci. If the agent chooses to quit (Q), success never arrives
regardless of the state and there is no cost to exit. For simplicity, we assume that agents
do not discount.

Agents share a common prior belief p0 that the state is G at time 0 and update their
belief based on the histories. Denote belief at time t as pt.

For the two risky arms, we assume that the arm with a higher arrival rate of success
λi is also more expensive.6 Another assumption is that the more costly arm has a lower
ratio of λi

ci
and therefore higher expected innovation cost.7

Assumption 1. λF > λS, cF > cS and λF
cF
< λS

cS
.

The prize of the contest has fixed value v, which can be regarded as the value of the
successful innovation. We assume that experimentation is strictly better than quitting if
the state is G for both risky arms. Conversely, quitting is optimal when the state is B.

Assumption 2. It is strictly better to experiment if the state is G.

λiv > ci ∀i

At any given time t, the history is a sequence ht = {ui,t, ai,t}i∈{F,S},t≥0, where ui,t ∈
{0, v} denotes the payoff of the project and ai,t ∈ {aF , aS, Q} denotes the action of the
agents at time t. Denote Ht as the set of all histories at time t.

Denote the prize sharing rules of the contest as α (t), so that the first agent to achieve
success obtains payoff α (t) v and the other agent obtains payoff [1− α (t)] v. If no success
is achieved by the time the game ends, the reward is 0 for both agents. In the main model,
it is a winner-takes-all contest and α(t) = 1 for all t.

The agents choose between the arms based on history Ht and prize sharing rules α (t).
The strategy can be described as a function πt: Ht × α (t)→ ∆ {aF , aS, Q}.

6If the fast arm is less expensive, the problem becomes trivial since it is always optimal to choose
cheaper fast arm.

7If the cheaper arm has a lower λi

ci
ratio, the first-best equilibrium can be achieved with a public equal

sharing contest; this case is less interesting.
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3.2 The Planner’s Solution

The social planner’s objective is to maximize the expected average payoff of the two
agents. Therefore, we can solve the single-agent case; this optimal solution is the planner’s
solution and also the first-best result.

When the agent chooses to experiment with approach ai and there is no success, the
agent’s belief pt evolves according to Baye’s rule:

pt+dt =
pt (1− λidt)

1− pt + pt (1− λidt)

so we have
dpt = −λipt (1− pt) dt.

Following a similar process in Keller, Rady and Cripps (2005), we find that the value
function of ai is

Vi (p) =
ci
λi

(1− p) ln

[
Ω (p)

Ω (p∗)

]
+ vp− ci

λi

where
p∗ =

ci
vλi

and
Ω (p) =

1− p
p

.

The value function above characterizes the stopping belief of the agent. However, the
agent also chooses between the two approaches before quitting. The following proposition
characterizes the planner’s solution.

Proposition 1. The social planner requires the agents to choose aS when experimenting
and quit when belief drops to pFB = cS

vλS
.

From Proposition 1, the optimal solution for the social planner is a bang-bang policy:
experimentation with aS and quits when belief falls to pFB, which is strictly between 0
and 1. The stopping belief pFB is increasing in cost, and decreasing in the arrival rate
of success λS and prize value v, so agents should experiment more when the expected
innovation cost is lower and/or when the value of the total prize is higher.

Arm aS with higher λi
ci

ratio can be referred to as the efficient arm since its expected
innovation cost is lower and it maximizes the expected total payoff. Note that the ratio
λi
ci

depends neither on time nor belief, indicating that the efficient direction of experi-
mentation does not change over time and the inefficiently expensive arm should never be
chosen in the first-best outcome.

This result can be extended to a model with more than two risky arms. In the first-
best result, agents always choose the efficient arm with the highest λi

ci
ratio and stop when
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their beliefs fall to the threshold ci
vλi

.

3.3 Over-Investment

In this subsection, we return to the public winner-takes-all contest with two agents who
seek to maximize their own expected payoff and we focus on symmetric pure strategy
equilibria.

When arm ai is optimal for both agents, the Bellman equation satisfies

Vi (p) = −cidt+ vpλidt+ (1− 2pλidt)Vi (p (t+ dt))

where
dpt = −2λipt (1− pt) dt. (1)

Note that the difference between the main model and the single-agent case is that the
agent now updates his belief not only based on his own choices, but also based on the
choices of his opponent. When one agent chooses ai and does not achieve success during
the time interval dt, there is a negative externality on the other agent’s belief since it also
decreases by λipt (1− pt) dt. When belief drops, the continuation payoff Vi (p (t+ dt))

also drops.
Moreover, the probability of achieving success for an agent who chooses ai during dt

is ptλidt, and the other agent obtains a payoff of 0 under this condition. Therefore, the
probability of continuing the game for each player drops from 1−pλidt to 1−2pλidt when
both agents choose ai, and each agent tries to achieve success before their opponent by
choosing the arm with higher arrival rate λi when belief is high because of the competition.

In the following proposition, we characterize the equilibrium of the public winner-
takes-all contest.

Proposition 2. In the public winner-takes-all contest, the agents over-invest on the fast
arm when belief is high. More precisely, there exists psw1, psw2 and pFB such that the
equilibrium strategies can be specified as follows:

1. when p ∈ (psw1, 1) , both agents choose aF ;

2. when p ∈ [psw2, psw1], both agents choose aF or both agents choose aS;

3. when p ∈
(
pFB, psw2

)
, both agents choose aS;

4. when p ∈
[
0, pFB

]
, both agents quit.

From Proposition (2), we can conclude that the incentive to choose the fast arm
becomes weaker as beliefs drop over time. When p > psw1, the dominant strategy is
choosing aF for both agents. When p ∈ [psw2, psw1], the optimal strategy of the agent is
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choosing the same action with his opponent; and the dominant strategy becomes choosing
aS when p ∈

(
pFB, psw1

)
.

Comparing this equilibrium with the first-best outcome, the stopping belief is the
same, but agents over-invest by choosing aF for its higher λF when pt is high even though
this arm is not cost effective. Since the switching points psw1 and psw2 are strictly higher
than the stopping belief pFB, agents switch to the efficient arm before they stop.

The switching points psw1 and psw2 both decrease as the arrival rate gap λF − λS

increases; in other words, agents choose the inefficient arm for a longer period of time
when the difference between the arrival rates is larger. The switching points also decrease
with the size of the prize. With a larger prize, agents have a stronger incentive to over-
invest in the excessively expensive arm since the expected payoff of success is higher.
This result can also partially explain the aforementioned intense working schedule of 996.
Compared with companies in traditional industries, tech companies and startups not
only have a higher probability of making innovations, but also award larger bonuses for
successful innovations. Therefore, employees are more likely to choose a faster working
pace in internal competitions.

The expected total cost of the solution to the planner’s problem is∫ tFB

0

2cSe
−

∫ t
0 2λSpzdzdt,

where tFB is the time at which belief drops to pFB, and e−
∫ t
0 2λSpzdz is the probability

that no success has been obtained by time t when both agents choose aS.
In the equilibria of the main model, agents first choose the inefficient arm aF and then

switch to efficient arm aS before stopping at belief pFB. Therefore, the expected amount
of information learned is the same as in the first-best result since the stopping belief is
the same. The total expected cost when agents choose aS for beliefs p ∈ [psw2, psw1] is∫ tsw1

0

2cF e
−

∫ t
0 2λF pzdzdt+

∫ tFB

tsw1

2cSe
−

∫ t
0 2λSpzdzdt,

where tsw1 is the time at which agents switch from aF to aS. According to (1), we
can simplify the expressions, and the additional expected cost incurred by the inefficient
direction of experimentation in the main model is(

cF
λF
− cS
λS

)∫ p0

psw1

1

p (1− p)2
dp

and it is positive when p0 > psw since cF
λF
− cS

λS
> 0, indicating that total expected cost is

higher than that of the planner’s solution when prior belief is sufficiently high. Therefore,
the expected cost is higher than in the planner’s solution even if agents switch to aS at
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psw1 and stick to it afterwards, which is closer to the strategies in planner’s solution
than all other equilibrium strategies. However, the amount of information collected in
experimentation is equal to that of the first-best result since the stopping belief pFB is
the same.

Lemma 1. Compared with the planner’s solution, in a public winner-takes-all contest,
the total expected amount of information learned is the same, but the total expected cost
is strictly higher when p0 > psw1.

From Lemma 1 we can see that the equilibrium of the main model is inefficient since
the total expected cost is higher, while the amount of information learned stays the same.
Therefore, there is inefficiency in the direction of experimentation even when the amount
of the information learned during the experimentation is efficient. The agents compress
the experimentation into a shorter timeframe by choosing the arm with faster arrival rate
despite its higher expected innovation cost when belief is high. The inefficiency increases
with the difference between the expected innovation costs of the two arms.

There are two reasons for the over-investment previously discussed: the preemption
effect and the discouragement effect. For the preemption effect, during a time interval
dt, the probability of achieving success for an agent who chooses ai is ptλidt. Therefore,
agents tend to choose the arm with higher arrival rate λi when belief is high to increase
the probability of achieving success before their opponents and winning the prize. For
the discouragement effect, when an agent chooses ai and no success arrives, the negative
externality on his opponent’s continuation payoff is V ′

i (p) p (1− p)λidt during the time
interval dt, which increases with λi. This negative spillover encourages agents to choose
the arm with higher arrival rate λi. As pt decreases with time in absence of success,
the benefit of choosing the inefficient fast arm brought by the two effects also decreases.
When belief drops to psw, these benefits no longer compensate for the additional cost
of choosing the excessively expensive arm, at which point the agents switch to the more
efficient arm.

Compared with the standard two-armed bandit model, over-investment is a new phe-
nomenon that arises when we consider an additional risky arm. In two-armed bandit
models, agents only choose whether or not to quit. When belief drops to the stopping
belief in the first-best result pFB, the expected payoff from increasing the probability of
winning is so low that it cannot cover the cost of the risky arm. Moreover, since the
agents do not have incentive to experiment when belief drops below pFB, even in the
single agent case, the discouragement effect that decreases the beliefs of opponents and
makes them quit the game earlier plays no role. Hence, in the two-armed bandit model,
the preemption effect and discouragement effect cannot affect the agents when they make
the stopping decision and therefore there is no over-investment.

In this paper, we focus on the three-armed bandit model, but over-investment can
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also be extended to a model with more than two risky arms. Arm i is dominated if
there exists another risky arm j such that λj ≥ λi and

λj
cj
≥ λi

ci
, and at least one of the

inequalities is strict. We can first eliminate the dominated arms and order the remaining
risky arms such that λi ≥ λj and

λj
cj
≥ λi

ci
for any i < j. In equilibrium, the agents choose

the fastest risky arm a1 if the prior belief is sufficiently high, and switch from ai to ai+1

as belief decreases over time. Finally agents choose the efficient arm with the highest λ
c

ratio before they quit.

4 Prize Structure

In Section 3, we have shown that with public information, there is over-investment in
the winner-takes-all contest and the expected total cost is higher than in the planner’s
solution. In this section, we explore whether the first-best result can be achieved by
changing the prize share of the first-place winner while keeping the size of the total prize
fixed.

4.1 Constant α

First, let us loot at constant prize structures by setting α (t) to be constant over time,
which is a more implementable reward structure. Setting α (t) = 1, for example, yields
the winner-takes-all contest discussed in Section 3. In this subsection, we consider the
equal sharing contest where α (t) = 1

2
for all t, following by a more general prize structure

where α (t) = α ∈
(
1
2
, 1
)
.

4.1.1 Equal Sharing Contest

In the equal sharing contest, each agent is rewarded 1
2
v when there is a success even if

they choose to quit.
Denote the stopping belief of the experimenting agent in the equal sharing contest as

pes =
2cS
vλS

>
cS
vλS

and pes is strictly higher than pFB.
The following proposition characterizes the equilibrium of the public equal sharing

contest.

Proposition 3. In an equal sharing contest with public information, there is an asym-
metric equilibrium where one agent chooses the efficient arm aS and stops experimenta-
tion when his belief reaches threshold pes and his opponent always chooses to free ride by
choosing Q.
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In the public equal sharing contest, there is no symmetric equilibria where both agents
choose risky arms since one agent can always choose to free ride on the experimenting
agent and still get half of the prize if his opponent achieves a success. In the asymmetric
equilibrium, only one agent chooses to experiment, and the other agent chooses to free
ride. The intuition for the asymmetric equilibrium is as follows. For the agent who
experiments, choosing aS is strictly better than quitting when belief is above pes since

1

2
pvλS > cS.

The choice between aS and aF is similar to the single-agent case because there is only
one agent who experiments so there is no competition. aS is strictly better since it
has a lower expected innovation cost. For the agent who chooses to quit, there is no
incentive to experiment since he can get 1

2
v without exerting any effort, as long as the

experimenting agent achieves success. Since there is no additional prize for being the first
to achieve success, this agent will not deviate from the equilibrium path—i.e., will not
experiment—as long as the cost of the risky arm is positive. Without competition, the
preemption effect and discouragement effect do not exist, so the agent who experiments
always chooses the efficient direction of experimentation until he quits. Therefore, there
is no over-investment in the equal sharing contest.

The inefficiency in equal sharing contest comes from the free-riding which leads to
an insufficient amount of information collection. Since the stopping belief pes is strictly
higher than pFB, the expected amount of information learned is lower than in the first-
best result. The experimenting agent stops too early since the other agent is free-riding,
resulting in lower expected payoff of success. Therefore, the equal sharing contest does
not provide agents with sufficient incentive to experiment when they are pessimistic and
the expected amount of information collected is insufficient compared with the first-best
equilibrium.

4.1.2 More General Rules with 1
2
< α < 1

Apart from the winner-takes-all contest and equal sharing contest, which are two extreme
cases, we also consider a more general prize structure where α ∈

(
1
2
, 1
)
. In this contest,

the share of the winner is more than half, which encourages agents to attain success
before their opponents, but is also less than one so that the agent who loses also gets
rewarded.

Proposition 4. With public information and a prize sharing scheme where the first agent
to achieve the success gets αv and the other agent gets (1− α) v, where 1

2
< α < 1, there

exists p̂sw1, p̂sw2, pfr, and pstop such that the equilibrium strategies are as follows:

1. when p ∈ [p̂sw1, p0], both agents choose aF ;
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2. when p ∈ [p̂sw2, p̂sw1), both agents choose the same arm aF or aS;

3. when p ∈ [pfr, p̂sw2), both agents choose aS;

4. when p ∈ [pstop, pfr), one agent chooses aS and the other agent chooses to quit;

5. when p ∈ (0, pstop), both agents choose to quit.

From Proposition 4, we can see that the equilibrium of the more general prize sharing
rule is like a combination of the equilibrium of the winner-takes-all contest and the equal
sharing contest. There are two types of inefficiency: over-investment when belief is high
as in the winner-takes-all contest and free-riding when belief is low as in the equal sharing
contest.

When agents are optimistic, over-investment occurs by the same reason as with the
winner-takes-all contest. The preemption effect and the discouragement effect still exist
since there is additional prize for the first successful innovator. However, the belief
threshold at which the agents switch from the inefficient arm to the efficient arm is higher
than psw, indicating that there is less incentive to over-invest and the agents switch to
the efficient arm earlier since α < 1. The inefficiency from over-investment decreases as
α decreases since the preemption effect is weaker when the winner’s prize share is less
than 1.

As belief drops below pfr = cS
(2α−1)vλS

, free-riding begins as only one agent chooses
to experiment. The stopping belief pstop = cS

αλSv
is higher than pFB so that the amount

of information learned is still lower than in the first-best result. When agents become
more pessimistic and their beliefs about achieving success drop, one agent will prefer to
free-ride given that the other agent chooses to experiment. For the agent who experi-
ments, the payoff for winning the contest is less than v, so the stopping belief is higher
than pFB. However, there is less free-riding here than in the equal sharing contest, and
the stopping belief is lower than pes, because the winner’s prize share is greater than 1

2
,

providing agents with stronger incentive to experiment than in the equal sharing struc-
ture. This inefficiency decreases when the value of α rises. This was the case for orphan
drug researches before the ODA was introduced in 1983. Firm beliefs were quite low
since sample sizes for conducting randomized control trials were limited so that it was
quite difficult to conduct tests and the prize was also relatively small compared with
that of other drugs because of the thin market. Before the ODA, the α for the orphan
drug researches was too low, and the firms did not have sufficient incentive to conduct
experimentation.

4.2 Time Varying α (t)

From the previous analyses, we learned that the first-best result cannot be attained with
a constant reward structure since there are two different sources of inefficiency as belief
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evolves. When belief is high, agents tend to over-invest, so we need a relatively low winner
prize share to discourage costly expedited experimentation. When belief is low, agents
tend to free ride and the expected amount of information learned from experimentation
is insufficient, so we need a high winner prize share to encourage them to experiment.
Now we explore whether we can restore full efficiency when we allow the prize structure
to vary over time.

4.2.1 A Two-Period Contest Example

First we illustrate how efficiency can be improved with a time-varying reward structure
using a simple two-period contest as an example. We consider a contest with two periods.
During the first period when t ∈ [0, T ], it is an equal sharing contest; during the second
period when t ∈ (T,+∞), it becomes a winner-takes-all contest. In this example we
assume that quitting is non-reversible. This assumption can be relaxed when we allow a
more flexible reward structure.

Lemma 2. The first-best equilibrium can be achieved by a two-period contest when we
set

T =
1

2λS
ln

[
Ω (psw2)

Ω (p0)

]
for a certain range of parameters.

In this two-period contest, when belief is high, agents do not have incentive to over-
invest since there is no additional prize for the winner in the equal sharing contest. As
belief drops over time in absence of a success, the agents are prevented from free-riding
and quitting too early as the contest becomes winner-takes-all.

The length of the first period, T , increases with the distance between the prior belief p0
and switching belief psw2. A larger distance indicates that agents have stronger incentive
to over-invest, therefore the equal sharing period should be longer to stop them from
choosing the inefficient arm. As λS increases when holding other parameters constant,
aS becomes more attractive, therefore the length of the first equal sharing period can be
shorter since the agents are more willing to choose aS.

However, if the incentive to choose the inefficient arm is too strong, the first period
may be so long that belief drops below pes such that agents stop experimenting before
time T . Also, recall that we impose the assumption that quitting is non-reversible in
the two-period contest. In the following analysis, we show that the first-best result can
be achieved for the entire range of parameter values and the non-reversibility of quitting
assumption can be relaxed with a more flexible α (t).
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4.2.2 A Time Varying Reward Structure

From the simple two-period example, we learn that when belief is high, the reward struc-
ture should be closer to the equal sharing structure to prevent agents from choosing the
inefficient arm. As belief drops over time in absence of a success, the optimal prize struc-
ture should be more like winner-takes-all so that agents do not free ride and give up
experimentation too early. In the following analysis, we show that the optimal reward
structure is a non-decreasing time-varying reward structure.

We find that the optimal reward structure falls within a certain range [α (t) , ᾱ (t)].
The upper bound ᾱ (t) is the prize share that makes agents indifferent between the two
risky arms at time t. When α (t) > ᾱ (t), the winner’s share is so high that the preemption
effect increases such that agents prefer the inefficient arm. The lower bound α (t) is the
prize share that makes the agents indifferent between quitting and experimenting with
the efficient arm aS. If α (t) < α (t), agents would prefer to free ride, resulting in an
insufficient amount of information collected.

Proposition 5 characterizes the set of optimal reward structures through which we can
restore full efficiency.

Proposition 5. The optimal reward structure is a α (t) ∈ [α (t) , ᾱ (t)] for any t, and
the upper bound and the lower bound are also non-decreasing . It induces the efficient
direction of experimentation.

Figure 1 is a numerical simulation of the range of α (t) when λF = cF = 0.75, λS = 0.4,
cS = 0.3, v = 5 and p0 = 0.9.
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Figure 1: Range of α (t) when λF = cF = 0.75, λS = 0.4, cS = 0.3, v = 5 and p0 = 0.9

Both ᾱ (t) and α (t) are non-decreasing over time. When belief is high, the optimal
reward structure is closer to an equal sharing contest, which diminishes the preemption
effect since the additional prize for winning the contest is low. Therefore agents do not
have incentive to choose the less cost-effective arm to expedite experimentation. Over
time, in absence of a success, the optimal share of the first prize should increase to prevent
agents from free-riding and quitting too early. Therefore, the agents choose aS until the
belief drops to pFB with this time-varying reward structure and full efficiency is restored
for all parameters.

This paper provides theoretical support for tailoring patent policies to suit the unique
competitive environment of each industry. With different prior beliefs across industries,
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reward structure should also be modified accordingly. For industries in which firms are
more optimistic, patent breadth should be narrower or patent length should be shorter.
In contrast, for industries where successful innovations are more difficult to come by,
winner prize share should be increased through wider patent breadth or relaxing patent
requirements. A one-size-fits-all patent protection system leads to inefficiencies of over-
investment in inefficient direction of experimentation and/or under-collection of informa-
tion in experimentation due to free-riding.8

In practice, industry-specific modifications on patent protection systems are already
being implemented. The aforementioned ODA 1983 is an example of increasing winner
prize share in patent races. Similar concessions were made for research on pediatric
drugs; in 2006, for example, the Paediatric Regulation came into force in the European
Union, by which pediatric drugs patents received a six-month extension to the maximum
protection term.9

5 Information Disclosure Policy

We assume agent action choices are publicly observable throughout the previous analysis.
In this section, we discuss the role of information disclosure policy in the winner-takes-all
contest and compare the results with the classic two-armed model.

In the standard two-armed bandit model, agents decide whether or not to experiment
with the risky arm. If the state is G, success arrives according to a Poisson process with
parameter λ when agents choose to experiment; the risky arm also has a constant flow
cost c. If the state is B, success never arrives and there is no cost to quit. The prize has
a fixed value v.

With public information, agent action choices are disclosed immediately. Agents
update their beliefs according to both their outcomes and the choices of their opponents.
When it is optimal for both agents to choose to experiment, the Bellman equation satisfies

u (p) = −cdt+ pλvdt+ (1− 2pλdt)

[
u (p)− 2λp (1− p) ∂u (p)

∂p
dt

]
and is equivalent to the equation

2λp (1− p) ∂u (p)

∂p
+ 2pλu (p) = −c+ pλv. (2)

It is straightforward to show that the necessary condition for quitting to be optimal
8Several empirical papers also find that patent protection influences innovations in different industries

differently, therefore providing empirical support for implementing industry-specific patent protection
systems (see for example, Falvey, Foster and Greenaway (2006), Mokyr (2009) and Lerner (2009)).

9https://ec.europa.eu/health/sites/health/files/files/.../vol.../reg_2006_1901_en.pdf
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is
p ≤ c

λv
.

Therefore, in a public winner-takes-all contest with two arms, the stopping belief is
p = c

λv
.

On the other hand, for private information contests, since actions are not publicly
observable, agents’ choices cannot affect their opponents’ beliefs. However, we find that
the stopping belief is the same as in the public information case, so observability of agent
choices makes no difference in two-armed bandit models of the winner-takes-all contest.

Now, let us return to our three-armed bandit model to see whether information dis-
closure policy plays a role in inducing the efficient direction of experimentation. Recall
that the public information case has been discussed in Section 3. In equilibrium, the
agents choose the inefficient arm when belief is high, and switch to the efficient arm at
psw. In the private information case, the agents still have incentive to over-invest, but
the switching belief is higher than psw.

Proposition 6. Concealing the action choices can partially improve the efficiency in the
winner-takes-all contest

In the private three-armed bandit model, agents still have incentive to choose the
inefficient arm when belief is high. However, the incentive to over-invest is weaker than
with public information, and agents switch to the efficient arm at higher beliefs. The
reason is that the belief of the opponent is not affected when the action cannot be observed
by the other agent so that the discouragement effect disappears. Therefore, agents switch
to the efficient arm earlier. However, efficiency is not fully restored since there is still the
preemption effect when belief is high, since it is a winner-takes-all contest.

Hence, unlike the classic model with two arms, information disclosure policy can improve
efficiency in the three-armed model in winner-takes-all contests. 10 We have shown that
the agents use the same stopping strategy in the two-bandit model regardless of the ob-
servability of agent choices, while they switch to the efficient direction of experimentation
at a higher belief with the three-armed model when actions are private.

The reason is that in the two-armed model, the only decision that agents need to
make is when to stop the experimentation. However, in our three-armed model, they
also have to choose between experimentation arms with different arrival rate λi and cost

10For the equal sharing contest, there is no significant difference between two-armed and three-armed
models. In the three-armed bandit model, agents do not have incentive to choose the less efficient arm in
an equal sharing contest since it is less cost effective. Therefore we can essentially ignore the inefficient
arm and the result in the three-armed model is the same with the two-arm model. The amount of
information learned and the total expected payoff is the same regard less of whether information is
public or private. However, the equilibrium strategy is not the same. In the public information case,
one agent experiments and stops at p = 2c2

vλ , and the other agents always chooses Q. In the private
information case, both agents choose to experiment and stop at p = 2c2

vλ .
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ci. When agents in the two-armed model make the decision to stop experimentation,
the stopping belief pFB is so low that they do not want to continue experimentation
even in absence of competition. Therefore, the discouragement effect, which can decrease
opponent beliefs and make them exit the game earlier, cannot affect their decisions. In
contrast, in the three-armed model, where agents also need to make decisions on the
direction of experimentation, when they choose between different risky approaches the
discouragement effect plays a significant role when belief is high. Therefore, eliminating
the discouragement effect by concealing agent action choices improves efficiency in the
three-armed model, but makes no difference in the two-armed model. This result pro-
vides us with important insights about policy implementations. When agents can choose
between multiple innovation approaches, it is beneficial to conceal their actions. For
instance, in the aforementioned Netflix Prize and patent races, it is better to keep the
methodologies of participants parties confidential to prevent them from over-investing on
speedier, but disproportionately costly approaches.

6 Conclusion

This paper presents a model of an innovation contest with three arms: two risky arms
and one safe arm. The two risky arms share a common state and can be regarded as
different methodologies by which firms can innovate. Different approaches have different
success arrival rates and costs. The approach with a higher arrival rate of success also
incurs a disproportionately higher cost. In the main model, we study a public winner-
takes-all contest and then explore how efficiency can be improved by changing the reward
structure and information disclosure policy.

Compared with the standard two-armed model, this model considers not only the
stopping decision of agents but also the direction of experimentation. By introducing
an additional arm, we find that there is over-investment in the winner-takes-all contest
where actions are observable, which does not emerge in the two-armed bandit model.
Agents have the incentive to over-invest by choosing the inefficient arm with a higher
success arrival rate when belief is high. There are two reasons for the over-investment:
the preemption effect and the discouragement effect. With over-investment, the cumu-
lative expected cost is higher than in the first-best result while the expected amount of
information learned is the same. Therefore there is loss in efficiency.

As for the prize sharing rule, we find that the first-best result cannot be achieved
with a constant reward structure since agent beliefs evolve over time. Constant reward
structures lead to two types of inefficiency: over-investment when belief is high and
free riding when belief is low. If we allow the winner’s share to change over time, full
efficiency can be restored with a non-decreasing reward structure. An efficiency-restoring
dynamic prize sharing rule should set the innovation winner’s prize share to be close to
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one half when belief is high so that the agents do not have the incentive to over-invest on
the inefficient approach and, as belief drops, increase the winner prize share to prevent
agents from free-riding and stopping too early.

Unlike the classic model with two arms, information disclosure policy can improve
efficiency in the winner-takes-all contest with three arms. When agent action choices
are unobservable, the discouragement effect disappears so that the agents switch to the
efficient arm at a higher belief compared with the public information winner-takes-all
contest. However, the agents still have incentive to choose the inefficient arm because of
the preemption effect.
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Appendix A: Proof for the Results in Section 3

Proof of Proposition 1

When there is only one agent, the value function when choosing approach i is optimal
for a small interval dt satisfies the Bellman equation

Vi (p) = −cidt+ vpλidt+ (1− pλidt)Vi (p (t+ dt))

where
dpt = −λipt (1− pt) dt

Therefore
V

′

i (p) p (1− p)λi = −ci + vpλi − pλiVi (p) (3)

which has the solution

Vi (p) = C (1− p) +

(
v − ci

λi

)
− ci
λi

(1− p) ln

(
p

1− p

)
where C is a constant.

Now we consider the cutoff belief pFB at which the agent is indifferent between ai and
quitting. We have Vi

(
pFB

)
= 0 (value matching) and V ′i

(
pFB

)
= 0 (smooth pasting)

therefore
Vi (p) =

ci
λi

(1− p) ln

[
Ω (p)

Ω (pFB)

]
+ vp− ci

λi

where
pFB =

ci
vλi

and
Ω (p) =

1− p
p

Now we explore how the agent chooses between the two arms when he experiments.
When it is optimal to stay with ai, it must be that the payoff of choosing ai is higher
than the payoff of switching to aj during the time interval dt and then switching back to
ai. Therefore,

V (p) ≥ −cjdt+ vpλjdt+ (1− pλjdt)Vi (p (t+ dt))

and according to (3) we have

V
′

i (p) p (1− p)λj ≥ −cj + vpλj − pλjV1 (p) = V
′

j (p) p (1− p)λj

Hence, when it is optimal to choose ai, we should have V ′
i (p) ≥ V

′
j (p). Similarly, we

can get the conclusion that when it is optimal to switch from ai to aj, we should have
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V
′
i (p) ≤ V

′
j (p). From (3) we know that V ′

i (p) ≥ V
′
j (p) is equivalent to

λi
ci
≥ λj
cj

Proof of Proposition 2

When arm i is optimal for both agents, the Bellman equation satisfies

Vi (p) = −cidt+ vpλidt+ (1− 2pλidt)Vi (p (t+ dt))

where
dpt = −2λipt (1− pt) dt

Therefore, we have

2V
′

i (p) p (1− p)λi = −ci + vpλi − 2pλiVi (p) (4)

When arm i is better than Q, it must be that it is better to stay with i than choose
to quit during the time interval dt, so we have

Vi (p) ≥ 0 + (1− pλidt)Vi (p (t+ dt))

where Vi (p (t+ dt)) = Vi (pt)− V
′
i (p) p (1− p)λi. Combine this inequality with (4), the

necessary condition for not quitting for ai is

pt ≥
ci
vλi

Similarly, when Q is optimal, we have pt ≤ ci
vλi

. Therefore, the stopping belief for arm
i is p = ci

vλi
, which is the same with the threshold in the single agent case.

Now we will see how the agents choose between different arms when they experiment.
When choosing the faster arm is optimal, it must be that it is better to stay with the

faster arm than switching to the slower arm during time interval dt and switching back
to the faster arm again. Therefore,

VF (p) ≥ −cSdt+ vpλSdt+ (1− p(λF + λS)dt)VF (p (t+ dt))

where
dpt = −pt (1− pt) (λ1 + λ2) dt

Combine the inequality above and (4), we have

vp

2
(λF − λS) ≥ cF (λF + λS)

2λF
− cS
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Recall that λF > λS and λF
cF
< λS

cS
. Therefore, when arm 1 is optimal, we have

p ≥ cFλF + cSλS − 2cSλF
λFv (λF − λS)

>
cF
vλF

Similarly, the necessary condition for arm 2 to be optimal is

p 6
2cFλS − cS (λF + λS)

λSv (λF − λS)
>

cS
vλS

We also have

2cFλS − cS (λF + λS)

λSv (λF − λS)
>
cFλF + cSλS − 2cSλF

λFv (λF − λS)

since λF > λS and that λF
cF
< λS

cS
. Hence, we can denote

psw1 =
2cFλS − cS (λF + λS)

λSv (λF − λS)

and
psw2 =

cFλF + cFλS − 2cSλF
λFv (λF − λS)

.

For beliefs above psw1, the dominant strategy for agents is choosing the fast arm;
and for beliefs below psw2, the dominant strategy for agents is choosing the slower arm
until belief drops to the stopping belief pFB. For p ∈ [psw1, psw2], the optimal strategy is
choosing the same arm with the opponent; therefore the equilibrium strategies are both
choosing aF or both choosing aS.

Appendix B: Proof for the Results in Section 4

Proof of Proposition 3

First, we will check if there is a symmetric pure strategy equilibrium.
When it is optimal to choose arm i

Vi (p) = −cidt+ vpλidt+ (1− 2pλidt)Vi (p (t+ dt))

where
dpt = −2λipt (1− pt) dt

Therefore,
2V

′

i (p) p (1− p)λi = −ci + vpλi − 2pλiVi (p) (5)

When arm i is optimal, it must be that it is better to stay withai than choose to quit
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during the time interval dt and switch back to arm i, so we have

Vi (p) ≥
1

2
λipvdt+ (1− pλidt)Vi (p (t+ dt))

where Vi (p (t+ dt)) = Vi (pt) − V
′
i (p) p (1− p)λidt. Hence, the necessary condition for

not quitting is
ci ≤ 0

which never holds.
Therefore, we do not have a symmetric pure strategy equilibrium in which both agents

choose to experiment since they have incentive to deviate to Q to free ride given that the
other agent is experimenting.

It is not a Nash equilibrium either if both agents choose to quit. The payoff is 0 if
both agents choose Q. One of the agents has the incentive to deviate to arm i as time t
as long as 1

2
vλipt − ci ≥ 0.

Now we will see if there are any symmetric mixed strategy equilibria. Assume that
there is a symmetric equilibrium where the agents choose arm i with probability δ and
Q with probability 1− δ.

The Bellman equation of arm i is

Vi (p) = −cidt+ δ {vpλidt+ (1− 2pλidt) [Vi (p)− 2p (1− p)λiV ′i (p) dt]}

+ (1− δ)
{

1

2
vpλidt+ (1− pλidt) [Vi (p)− p (1− p)λiV ′i (p) dt]

}
therefore we have

p (1− p)λi (1 + δ)V ′i (p) = −ci +
1

2
vpλi (1 + δ)− pλi (1 + δ)Vi (p)

The Bellman equation of Q is

VQ (p) = δ

{
1

2
vpλidt+ (1− pλidt)

[
VQ − p (1− p)λiV ′Q (p)

]}
+ (1− δ)VQ (p)

therefore we have
p (1− p) δλiV ′Q (p) =

1

2
vpδλi − δpλiVQ (p)

Note that if there is a mixed strategy equilibrium where 0 < δ < 1, it must be that
the agent is indifferent between arm i and Q, so we have Vi (p) = VQ (p). Also, the agent
is indifferent with staying with arm i and switching to Q in time interval dt and then
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switching back. Hence, we have

Vi (p) = δ

{
1

2
vpλidt+ (1− pλidt) [Vi (p)− p (1− p)λiV ′i dt]

}
+ (1− δ)Vi (p)

Combine the equality above with the Bellman equation of arm i and Q, we have

ci = 0

which never holds. Therefore, we do not have a symmetric mixed strategy equilibrium in
which the agents choose to experiment with a positive probability.

Now we will see if there are any asymmetric pure strategy equilibria where one agent
chooses to experiment and the other agent chooses to quit.

The Bellman equation of choosing arm i when the other agent chooses Q is

Vi (p) = −cidt+
1

2
λipvdt+ (1− pλidt) [Vi (p)− p (1− p)λiV ′i (p) dt]

therefore
p (1− p)λiV ′i (p) = −ci +

1

2
λipv − pλiVi (p)

If he deviates to Q, the payoff is 0. Therefore the agents does not have the incentive
to deviate to Q if and only if

p ≥ 2ci
λiv

The agent choosing Q never has the incentive to deviate to arm i as long as the cost
c is positive.

When one agent experiments and the other agent chooses to quit, the one who is
experimenting chooses the more efficient arm since it is similar with the single agent case
except that the payoff of success drops from v to 1

2
v. Therefore, we have an asymmetric

equilibrium in which one agent chooses to experiment with aS and the other agent chooses
to free ride when p ≥ 2cS

λSv
and both agents choose to quit when p < 2cS

λSv
.

Proof of Proposition 4

When it is optimal to choose arm i for both agents,

Vi (p) = −cidt+ αvpλidt+ (1− α) vpλidt+ (1− 2pλidt)Vi (p (t+ dt))

where
dpt = −2λipt (1− pt) dt

Therefore,
2V

′

i (p) p (1− p)λi = −ci + vpλi − 2pλiVi (p) (6)
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When arm i is optimal, it must be that it is better to stay in i than choose to quit in
the time interval dt and switch back to arm i, so we have

Vi (p) ≥ (1− α)λipvdt+ (1− pλidt)Vi (p (t+ dt))

where Vi (p (t+ dt)) = Vi (pt)− V
′
i (p) p (1− p)λidt. Combine this equality with (6), the

necessary condition for not quitting is

p ≥ ci
(2α− 1) vλi

≥ ci
vλi

Similarly, when it is optimal for both agents to choose Q,

0 ≥ −cidt+ αλipvdt

which indicates p ≤ ci
αλiv

.
Hence, when p ≤ ci

αλiv
both agent choose Q and when p ≥ ci

(2α−1)vλi both agent choose
to experiment. Now we check if there is a symmetric mixed strategy equilibrium when
ci

αλiv
< p < ci

(2α−1)λiv .
Assume that the agents choose to experiment with probability β to choose to quit

with probability 1− β. The Bellman equation of arm i is

Vi (p) = −cidt+ β {vpλidt+ (1− 2pλidt) [Vi (p)− 2p (1− p)λiV ′i (p) dt]}

+ (1− β) {αvpλidt+ (1− pλidt) [Vi (p)− p (1− p)λiV ′i (p) dt]}

therefore

p (1− p)λi (1 + β)V ′i (p) = −ci + vpλi (β + α (1− β))− pλi (1 + β)Vi (p)

The Bellman equation of Q is

VQ (p) = β
{

(1− α) vpλidt+ (1− pλidt)
[
VQ − p (1− p)λiV ′Q (p)

]}
+ (1− β)VQ (p)

so
βp (1− p)λiV ′Q (p) = (1− α) βvpλi − βpλiVQ (p)

Note that if there is a mixed strategy equilibrium where 0 < β < 1, it must be that
the agent is indifferent between arm i and Q, so we have Vi (p) = VQ (p). Also, the agent
is indifferent with staying with arm i and switching to Q in time interval dt and then
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switching back. Hence, we have

Vi (p) = β {(1− α) vpλidt+ (1− pλidt) [Vi (p)− p (1− p)λiV ′i dt]}+ (1− β)Vi (p)

and we can get the condition
p =

ci
vλi (2α− 1)

therefore there is not a symmetric mixed strategy equilibrium when ci
αλiv

< p < ci
(2α−1)λiv .

Now we check if there is an asymmetric equilibrium when ci
αλiv

< p < ci
(2α−1)λiv where

one agent chooses to experiment and the other agent chooses to quit.
The Bellman equation of choosing arm i when the other agents chooses Q is

Vi (p) = −cidt+ αλipvdt+ (1− pλidt) [Vi (p)− p (1− p)λiV ′i (p) dt]

therefore we have
p (1− p)λiV ′i (p) = −ci + αλipv − pλiVi (p)

If he deviates to Q, the payoff is 0. Therefore the agents does not have the incentive
to deviate to Q if and only if

p ≥ ci
αλiv

The Bellman equation of choosing arm Q is

VQ (p) = (1− α)λipvdt+ (1− pλidt)
[
VQ (p)− p (1− p)λiV ′Q (p) dt

]
therefore we have

p (1− p)λiV ′Q (p) = (1− α)λipv − pλiVQ (p)

The agent does not have the incentive to deviate to i if

VQ (p) ≥ −cidt+ λipvdt+ (1− 2pλidt)
[
VQ (p)− 2p (1− p)λiV ′Q (p) dt

]
which is equivalent with

p ≤ ci
(2α− 1)λiv

Therefore there is an asymmetric equilibrium when ci
αλiv

< p < ci
(2α−1)λiv where one

agent chooses to experiment and the other agent chooses to quit and we can denote

pfr =
ci

(2α− 1)λiv

and
pstop =

ci
αλiv

.
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Now we compare arm 1 and arm 2 when both agents choose to experiment. When
choosing arm 2 is optimal we have

vp (λF − λS)

(
α− 1

2

)
≤ cF −

cS (λF + λS)

2λS

Recall that λ1 > λ2 and c1 > c2. Therefore, the necessary condition for arm 2 to be
optimal is

p ≤ 2cFλS − cS (λF + λS)

λSv (λF − λS) (2α− 1)
> pFB

Similarly, we can get the necessary condition for arm 1 to be optimal. The necessary
condition is

p ≥ cF (λF + λS)− 2cSλF
vλF (2α− 1) (λF − λS)

.

Note that we have 2cFλS−cS(λF+λS)
λSv(λF−λS)(2α−1)

> cF (λF+λS)−2cSλF
vλF (2α−1)(λF−λS)

> cF
(2α−1)vλF

> cS
(2α−1)vλS

since
λF
cF
< λS

cS
and λ1 > λ2. We can denote

p̂sw1 =
2cFλS − cS (λF + λS)

λSv (λF − λS) (2α− 1)

and
p̂sw =

cF (λF + λS)− 2cSλF
vλF (2α− 1) (λF − λS)

.

For beliefs above p̂sw1, the dominant strategy for agents is choosing the fast arm; and
for beliefs below p̂sw2, the dominant strategy for agents is choosing the slower arm until
belief drops to the free-riding belief pfb. For p ∈ [p̂sw1, p̂sw2], the optimal strategy is
choosing the same arm with the opponent; therefore the equilibrium strategies are both
choosing aF or both choosing aS.

Proof of Lemma 2

When both agents choose aS and stops at p = pFB, The Bellman equation satisfies

u (p) = −cSdt+ vpλSdt+ (1− 2pλSdt)

(
u (p)− 2p (1− p)λS

∂u (p)

∂p
dt

)
which simplifies to

2u
′

i (p) p (1− p)λS = −cS + vpλS − 2pλSui (p) (7)

and the value function of aS for the agents is

V (p) =
cS

2λS
(1− p) ln

[
Ω (p)

Ω (pFB)

]
+

1

2
vp− cS

2λS
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when p > pFB and 0 otherwise. Now we argue that no one has the incentive to deviate
the first-best equilibrium in the two-period contest.

First, when t ≥ T , we can learn from the analysis in Section 3 that no one has the
incentive to stop if p > cS

vλS
. Also, we have pt ≤ psw2 when t ≥ T , so the agent does not

have incentive to deviate to aF according to Proposition 2.
As for t ∈ [0, T ], if the agent does not have incentive to deviate to aF , it must be that

u (p) ≥ −cFdt+
1

2
vp (λF + λS) dt+(1− p (λF + λS) dt)

(
u (p)− p (1− p) (λF + λS)

∂u (p)

∂p
dt

)
Combine the inequality above with (7), the necessary condition for not deviating to

aF during [0, T ] is
λF
cF

+
λS
cF
≤ 2λS

cS

which always holds since λF
cF
< λS

cS
and cF > cS.

Now we check if anyone has the incentive to quit during [0, T ]. We first argue that if
an agent has the incentive to quit during [0, T ], he always quits at time 0.

We denote ki,t as the choice, where ki,t = 1 indicates that the agent chooses ai at time
t. The Bellman equation is

u (p, t) = ki (−cidt+ vpλidt) +
1

2
(1− ki) vpλidt

+ki

[
(1− 2pλidt)

(
u (p, t)− 2p (1− p)λi

∂u (p, t)

∂p
dt+

∂u (p, t)

∂t
dt

)]
+ (1− ki)

[
(1− pλidt)

(
u (p, t)− p (1− p)λi

∂u (p, t)

∂p
dt+

∂u (p, t)

∂t
dt

)]
Simplifying the above equation, we get

pλiu (p, t) =
∂u (p, t)

∂t
− λip (1− p) ∂u (p, t)

∂p
+ ki [bi (p, u, t)− ci] (8)

where bi (p, u, t) = 1
2
vpλi − p (1− p)λi ∂u(p,t)∂p

− pλiu (p, t). From (8) we can see that the
agent should choose ki = 1 if and only if bi (p, u, t) ≥ ci. Assume that the agent chooses
Q at time τ ∈ (0, T ), then when t = τ , we have

u (p, t) =
1

2
vpλidt+ (1− pλidt)

[
u (p, t)− p (1− p)λi

∂u (p, t)

∂p
dt+

∂u (p, t)

∂t
dt

]
which is equivalent with the following equation

pλiu (p, t) =
1

2
pλiv − p (1− p)λi

∂u (p, t)

∂p
+
∂u (p, t)

∂t
(9)
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Differentiating (9) with respect to p, we get

λiu (p, t) + pλi
∂u (p, t)

∂p
=

1

2
λiv − p (1− p)λi

∂2u (p, t)

∂2p
− (1− 2p)λi

∂u (p, t)

∂p
+
∂2u (p, t)

∂p∂t
(10)

Recall that bi (p, u, t) = 1
2
vpλi − p (1− p)λi ∂u(p,t)∂p

− pλiu (p, t), so

∂bi (p, u, t)

∂t
= −p (1− p)λi

∂2u (p, t)

∂p∂t
− pλi

∂u (p, t)

∂t

∂bi (p, u, t)

∂p
=

1

2
vλi − p (1− p)λi

∂2u (p, t)

∂2p
− (1− 2p)λi

∂u (p, t)

∂p
− pλi

∂u (p, t)

∂p
− λiu (p, t)

= −∂
2u (p, t)

∂p∂t

where the second equality comes from (10).
When the agent chooses Q at τ ∈ (0, T ) and the other agent chooses ai,

dbi (p, u, t) =
∂bi (p, u, t)

∂t
− p (1− p)λi

∂bi (p, u, t)

∂p

= −pλi
∂u (p, t)

∂t

We have ∂u(p,t)
∂t

< 0 for t ∈ (0, T ) since as t increases and pstays constant, the proba-
bility that the other agent gets a success before T decreases. Therefore, we can see that
the benefit of quitting decreases during [0, T ]. Hence, if the agent has an incentive to
deviate during [0, T ], it must be that he deviates to Q at t = 0. The payoff of deviating
to Q at t = 0 is

1

2
vp0
[
1− e−λST

]
where 1− e−λST is the probability that the other agent gets a success during [0, T ] given
the state is good.

The payoff of not deviating is

V (p0) =
cS

2λS
(1− p0) ln

[
Ω (p0)

Ω (pFB)

]
+

1

2
vp0 −

cS
2λS

The agent does not deviate to Q if and only if V (p0) ≥ 1
2
vp0
[
1− e−λ2T

]
, which

simplifies to condition

cS
λS

(1− p0) ln

[
Ω (p0)

Ω (pFB)

]
− cS
λS
≥ −vpo

√
Ω (p0)

Ω (psw2)
(11)

Therefore, we have shown that when condition (11) holds, the first-best outcome can
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be achieved when we set
T =

1

2λS
ln

[
Ω (psw2)

Ω (p0)

]

Proof of Proposition 5

The upper bound and the lower bound take the following forms,

ᾱ (t) = min

(
1

2

(
2cFλS − cS (λF + λS)

λSv (λF − λS)

1− p0 + p0e
−2λSt

p0e−2λSt
+ 1

)
, 1

)
and

α (t) = min

(
1

2

(
cS
λSv

1− p0 + p0e
−2λSt

p0e−2λSt
+ 1

)
, 1

)
.

We first argue that no one wants to stop when p > cS
vλS

.
When both agents choose to experiment with arm S

dpt = −2λSpt (1− pt) dt

and

pt =
p0e
−2λSt

1− p0 + p0e−2λSt

For α (t) < 1, we can rewrite pt in terms of α (t)

pt =
cF (λF + λS)− 2cSλF

vλF (2α (t)− 1) (λF − λS)
.

First, we can assume that α (t) = ατ for any t ≥ τ . When it is optimal to choose
arm i, we have

Vi (p) = −cidt+ ατvpλidt+ (1− ατ ) vpλidt+ (1− 2pλidt)Vi (p (t+ dt))

and
dpt = −2λipt (1− pt) dt

Therefore,
2V

′

i (p) p (1− p)λi = −ci + vpλi − 2pλiVi (p) (12)

When arm i is optimal, it must be that it is better to stay in i than choose to quit in
the time interval dt and switch back to arm i, so we have

Vi (p) ≥ (1− ατ )λipvdt+ (1− pλidt)Vi (p (t+ dt))

where Vi (p (t+ dt)) = Vi (pt) − V
′
i (p) p (1− p)λidt. Hence, the necessary condition for
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not quitting is
p ≥ ci

(2ατ − 1) vλi
≥ ci
vλi

Recall that we have ci
(2α(t)−1)vλi ≤ pt ≤ cF (λF+λS)−2cSλF

vλF (2α(t)−1)(λF−λS)
. Hence, the agents do not

have incentive to stop at time τ when α (t) = ατ for any t ≥ τ .
Note that from (12) we can see that the value of experimenting with the slower arm

does not depend on the value of α (t) when both agents choose to experiment. The payoff
of stopping at τ and free riding afterwards is∫ tstop

τ

(1− ατ ) ptve−
∫ t
τ pzλSdzdt

where tstop is the time where ptstop = cS
vλS

. The payoff of free riding is less than the payoff
of experimentation since we have shown that the agent do not have incentive to stop.

α (t) is non-decreasing over time, therefore α (t) ≥ ατ for any t ≥ τ . The payoff of
stopping at τ and free riding afterwards is∫ tstop

τ

(1− α (t)) ptve
−

∫ t
τ pzλSdzdt

which is less than the payoff when α (t) = ατ . Hence, the agents do not have the incentive
to stop with the non-decreasing α (t) either.

Now we check if the agents have the incentive to switch to the faster arm. When it is
optimal to work on the slower arm, we have

2p (1− p)λS
∂VS (p, t)

∂p
= −cS + vpλS − 2pλSVS (p) +

∂VS (p, t)

∂t
(13)

and that it is not optimal to switch to arm 1 during the time interval dt

VS (p, t) ≥ −cFdt+ α (t) vpλFdt+ (1− α (t)) vpλSdt

+ [1− p (λF + λS) dt]

[
VS (p, t)− p (1− p) (λF + λS)

∂VS
∂p

dt+
∂VS
∂t

]
Combine the above inequality with (13), we have that the necessary condition for arm

2 being optimal is

vpλS (λF − λS) (2α (t)− 1) ≤ 2cFλS − cS (λF + λS) +
λF − λS

2λS

∂VS (p, t)

∂t
(14)

We have already shown that both agents do not have incentive to stop, and that
according to (12), the value of experimentation does not depend on α (t) if both agents
choose to experiment. Therefore, ∂VS(p,t)

∂t
= ∂VS(p,t)

∂α(t)
∂α(t)
t

= 0. When α (t) ∈ [α (t) , ᾱ (t)],
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for any p ≥ cS
λSv

, we have α (t) ≤ 1 and

vpλS (λF − λS) (2α (t)− 1) = 2cFλS − cS (λF + λS)

Therefore, condition (14) always holds. The agents do not have the incentive to switch
to the faster arm.

Hence, it is an equilibrium that both agents choose the slower arm and stops at the
belief p = cS

vλS
and it is the same with the first best result.

Appendix C: Proof for the Results in Section 5

Proof of the Two-armed Bandit model

The benefit of experimenting in a winner-takes-all contest is b (p, u, t) = vpλ−p (1− p)λ∂u(p,t)
∂p
−

pλu (p, t) and the cost is the constant c. The agents choose to experiment if and only if
b (p, u, t) ≥ c. Differentiating (2) with respect to p, we have

2λ (1− 2p)
∂u (p, t)

∂p
+ 2λp (1− p) ∂

2u (p, t)

∂2p
+ 2λu (p, t) + 2pλ

∂u (p, t)

∂p
− ∂2u (p, t)

∂p∂t
= λv

(15)
Given the expression of b (p, u, t), we have

∂b (p, u, t)

∂p
= vλ− λp (1− p) ∂

2u (p, t)

∂2p
− λ (1− 2p)

∂u (p, t)

∂p
− λu (p, t)− pλ∂u (p, t)

∂p

=
1

2
vλ− 1

2

∂2u (p, t)

∂p∂t

where the second equality comes from (15), and

∂b (p, u, t)

∂t
= −p (1− p)λ∂

2u (p, t)

∂p∂t
− pλ∂u (p, t)

∂t

Therefore, when both agents experiment, we have

db (p, u, t) = −2λp (1− p) ∂b (p, u, t)

∂p
+
∂b (p, u, t)

∂t

= −p (1− p) vλ2 − pλ∂u (p, t)

∂t
< 0

The inequality holds since ∂u(p,t)
∂t
≥ 0. Hence, the benefit of experimenting decreases

when both agents experiment and there is no success.

Lemma 3. When the agents chooses to quit, they never return to experimentation. There-
fore, uQ (p, t) = 0.
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Proof. If the agent chooses to quit when the other agent is still experimenting, we have

u (p, t) = (1− pλidt)
[
u (p, t)− p (1− p)λi

∂u (p, t)

∂p
dt+

∂u (p, t)

∂t
dt

]
which is equivalent with the following equation

pλiu (p, t) = −p (1− p)λi
∂u (p, t)

∂p
+
∂u (p, t)

∂t
(16)

Differentiating (16) with respect to p, we get

λiu (p, t) + pλi
∂u (p, t)

∂p
= −p (1− p)λi

∂2u (p, t)

∂2p
− (1− 2p)λi

∂u (p, t)

∂p
+
∂2u (p, t)

∂p∂t
(17)

Given the expression of b (p, u, t), we have

∂b (p, u, t)

∂p
= vλ− λp (1− p) ∂

2u (p, t)

∂2p
− λ (1− 2p)

∂u (p, t)

∂p
− λu (p, t)− pλ∂u (p, t)

∂p

= vλ− ∂2u (p, t)

∂p∂t

where the second equality comes from (17), and

∂b (p, u, t)

∂t
= −p (1− p)λ∂

2u (p, t)

∂p∂t
− pλ∂u (p, t)

∂t

Therefore, when both agents experiment, we have

db (p, u, t) = −λp (1− p) ∂b (p, u, t)

∂p
+
∂b (p, u, t)

∂t

= −p (1− p) vλ2 − pλ∂u (p, t)

∂t
< 0

Similarly, if the agent chooses to quit when other agent is not experimenting, we can
also show that db (p, u, t) < 0.

Hence, the benefit of experimenting decreases after the agent chooses to quit no matter
what the other agent chooses and the agent never returns to experimentation after he
chooses to quit. Therefore, uQ (p, t) = 0.

When it is optimal to switch from experimentation to quitting, it must be that
u (p, t) = 0, ∂u(p,t)

∂p
= 0 and ∂u(p,t)

∂t
= 0. Therefore, we have

p =
c

λv

when the agents stop.
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When p > c
λv
, the benefit of experimentation is higher than the cost and the two

agents choose to experiment with the risky arm.

Proof of Proposition 6

Recall that on the equilibrium path, belief is common knowledge. Therefore, when it is
optimal for both agents to work on the slower arm, we have

2λSp (1− p) ∂uS (p, t)

∂p
+ 2pλSuS (p, t)− ∂uS (p, t)

∂t
= −cS + pλSv (18)

If the slower arm is optimal, it must be that the payoff of choosing aS is higher than
the payoff of deviating to the faster arm during dt and then switching back. Therefore,

uS (p, t) ≥ −cFdt+vpλFdt+[1− p (λF + λS) dt]

[
uS − p (1− p) (λF + λS)

∂u (p, t)

∂p
dt+

∂u (p, t)

∂t
dt

]
which is equivalent with the condition

p (1− p) (λF + λS)
∂uS (p, t)

∂p
+ p (λF + λS)uS (p, t)− ∂uS (p, t)

∂t
≥ −cF + pλFv

Combining the condition above with (18), we get the necessary condition for arm 2
being optimal.

p− 1

vλS

∂uS (p, t)

∂t
≤ 2cFλS − cS (λF + λS)

λFv (λF − λS)

Note that the RHS of the inequality is psw1 and that we have λF > λS and ∂u2(p,t)
∂t

> 0.
Therefore we have

p′sw1 = psw1 +
1

vλS

∂uS (p, t)

∂t
> psw1

Similarly, we have

p′sw2 = psw2 +
1

vλF

∂uF (p, t)

∂t
> psw2.

Hence, with private information, the agents have weaker incentives to choose the fast
arm.
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